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Abstract 
Numerous thoughts that were previously deemed inconceivable have become a 
reality as a result of decades of technical progress and improvement. While fly-
ing automobiles are still in the far future, artificial intelligence that can predict 
your next move is rapidly approaching. Human motion prediction is a relatively 
new area of active research that is interesting for it’s potential of improving ro-
bot’s and other machinery’s ability to work with human, such as passing objects 
to human, and avoiding crash into human, etc. This thesis focuses on predicting 
human boxing moves based on RGB visual input as an artificially intelligent 
boxing trainer with the help of recurrent neural networks (RNNs). I study and 
compares the performance of six distinct neural network architectures. I have 
method 1, which includes four model architectures taking 3D joint data as input, 
and method 2, which includes two architectures that take RGB image as input. 
Based on the results of all my research, I have discovered the most effective and 
efficient architecture for scenarios with sparse data based on the outcome of my 
study. 
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1. Introduction 

Human motion prediction which can be defined as predicting next human’s joints positions, is one of the technolo-
gies that has been studied and has various applications such as Tesla’s collision prevention and short-term path planning 
[1]. These technologies can also have potential applications in Artificial Intelligence (AI) for video games [2], or in the 
real-life situations as a risk prevention tool for both personal and public safety. 

Many studies on related topics have been published in the past decades, and the number of projects that try to put 
these visual intelligence technologies into application is growing, slowly yet firmly. With visual input from a single 
camera, there are projects such as [3] that are able to extract three-dimensional (3D) human joints positions from 
two-dimensional (2D) input at a controlled and stable frame rate using neural network techniques. There were also other 
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attempts like [4] that looks into predicting human motion. However, there, the focus was on predicting humans’ daily 
movements and the possible set of actions were limited to walking, greeting, running, etc. 

Skills like martial arts for self-defense or as a sport or entertainment are always in the interest of many people within 
a society, yet it takes time and energy for a person to learn them. One of the key abilities in martial arts is the ability to 
predict the next movement of the opponent in order to plan the action ahead, but this skill requires a lot of experience 
and training to be gained. For human beings, this ability normally takes years of practice to obtain. Therefore, it would 
be ideal if an AI could be a helping hand in this case. With machine learning, smart systems can learn these skills in a 
short time. It takes years of training for humans to become a master of these sports, yet their experience cannot be di-
rectly inherited by other people. It will take the same amount of effort for another person to reach the same level in 
martial arts. Therefore, it would be much better if an AI could carry such a high level of experience and advise humans 
on the skill of martial arts as an immortal martial art master. 

The primary objective of this study is to train an AI system that can predict the next human move in boxing using 
RGB camera data. To initiate our experiments, I must first select the desired class of actions. The action class to be 
learned should be relatively uniform yet contain a degree of complexity, so that when a different person performs the 
action class, it appears similar but still requires effort to predict. To maintain a realistic scale, boxing is unquestionably 
a good class of activities, as it has a large number of unified yet complex moves and there are numerous videos on the 
subject. Although the focus of this work is boxing, but the presented methodologies have the potential to be extended to 
other forms of martial arts as well. The primary applications of such an AI are training individuals and creating games. 

One of the challenges here is to have a meaningful prediction with real-time processing which means that the predic-
tion must be ready before the predicted moment arrived. As human only takes 100ms to land a punch [5], such predic-
tion must be able to capture such a moment. 

 
Figure 1. Demonstrations of proposed methods in this thesis. 

In this study, I purpose two methods for human boxing motion prediction which rely on recurrent neural networks 
using RGB data. The proposed methods are listed below: (see Fig. 1) 

1) Method 1: In this method, the models will take 3d joint data generated from RGB images as the input and pre-
dict the joint position for both arms, elbows, and shoulders. 

2) Method 2: In this method, the models will take RGB image as the input and predict the joint position for both 
arms, elbows, and shoulders. 

2. Methodology 
This thesis’s principal objective is to predict human movements in boxing so that a person may react accordingly. 

Recurrent neural networks (RNNs), which are predominantly neural networks with LSTM layers, are one of the most 
common methodologies employed by researchers to handle these types of problems, as discussed in the preceding 
chapter. Utilizing RNNs for such prediction tasks is advantageous due to their internal memory. When processing time 
series sequence, it is aware of the historical information. However, if just a transitional RNN structure is used, the 
problem of long-term dependencies would become obvious over time, since the network will have forgotten some time 
steps while they are still relevant. Consequently, LSTM [6] is utilized to prevent such issues and, potentially, enhance 
performance. 

In this study, two distinct approaches for forecasting human motion in boxing were investigated. In the first method, 
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3D joint motion data taken from RGB videos is utilized to train recurrent neural networks. Raw visual input from the 
real world usually contains a lot of information (including noise) that the RNN models may not need. Therefore, in this 
method I pass the RGB images to the joint extractor model proposed in Xnect [3] and give its results, i.e. the sequence 
of joints positions, to the RNN models. In the second method, I send the RGB photos straight to RNN models to see 
how much raw visual data can affect the prediction results. In the following sections, we thoroughly explain each me-
thod. 

2.1 Experimental Setup 
For training data, one recording of the author, boxing toward the camera and four videos from the YT8M dataset [7] 

of boxers punching sandbags with different camera angles and different backgrounds are used. These videos are 1080p 
RGB videos with 1920 x 1080 resolution with 60 frames per second and are approximately 20 minutes long. After some 
editing I leave only the parts where my actor is boxing, there is approximately 27,000 frames of data for training and a 
separate set of 3,000 frames for validation. And for testing, we’ve use one video from YT8M [7] dataset, which con-
tains 1400 frames of data after pre-processing. The action patterns are mixed, so the data is complicated enough to bring 
some generality to the outcome. 

I used the proposed method in the Xnect project [3] to extract the locations of human joints from video frames in 
method 1. The output of their model is a (19,3) matrix per frame containing three-dimensional location data for each of 
the 19 joints. The majority of boxing movements involve the upper body. As a result, for a more targeted analysis, I 
concentrated just on the joints locations of the target’s arm. The desired output in both methods is a (6,3) matrix that 
includes both the wrist and shoulder joints locations. 

For the experiments, I utilized TensorFlow [8] V2.8, which is able to run both on CPU, or on NVIDIA GPUs with 
Cuda Tool Kits [9] and Cudnn package [10]. For hardware, I unitized an NVIDIA RTX 3080. While a CPU was suffi-
cient for training/testing all models described in method 1, a graphics card was required for method 2 since the run time 
per prediction for image-based models has reached 15 seconds, whereas the anticipated future was only 10 seconds or 
less. 

2.2 Method 1 - Model 1 
Model 1 is my base model. In this base model, I look for accuracy with efficiency, and so I tried to limit the number 

of neurons to reasonably small number. The best configuration was resulted from a LSTM layer with 200 nodes fol-
lowed by another LSTM layer with 100 nodes and a Dense (fully connected) layer [8]. Table 1 shows the proposed ar-
chitecture for this model. 

Table 1 

Layer (type) Output Shape 

lstm (LSTM) (None, 1, 200) 

lstm 1 (LSTM) (None, 100) 

dense (Dense) (None, 18) 

2.3 Method 1 - Model 2 
In this model, I continue to prioritize accuracy and efficiency, but I have added a simple convolutional layer to de-

termine whether this could improve the output. The best model consists of a convolutional layer with 64 nodes using a 1 
by 3 filter on top of model 1. Table 2 shows the proposed architecture for this model. 

Table 1 

Layer (type) Output Shape 

conv1d (Conv1D) (None, 1, 64) 

lstm (LSTM) (None, 1, 200) 

lstm 1 (LSTM) (None, 100) 

dense (Dense) (None, 18) 
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2.4 Method 1 - Model 3 
Model 3 shifts the emphasis away from efficiency toward accuracy. With additional LSTM layers in a cone-shaped 

structure, I minimize data loss to achieve a better outcome. Table 3 shows the proposed architecture for this model. 

Table 2 

Layer (type) Output Shape 

lstm (LSTM) (None, 1, 640) 

lstm 1 (LSTM) (None, 1, 576) 

lstm 2 (LSTM) (None, 1, 512) 

lstm 3 (LSTM) (None, 1, 448) 

lstm 4 (LSTM) (None, 1, 384) 

lstm 5 (LSTM) (None, 1, 320) 

lstm 6 (LSTM) (None, 1, 256) 

lstm 7 (LSTM) (None, 1, 192) 

lstm 8 (LSTM) (None, 1, 128) 

lstm 9 (LSTM) (None, 1, 64) 

lstm 10 (LSTM) (None, 64) 

dense (Dense) (None, 18) 

2.5 Method 1 - Model 4 
I continue to prioritize accuracy with the addition of a simple convolutional layer to determine whether this could 

improve the output. This is the most complicated model in method 1. Table 4 shows the proposed architecture for this 
model. 

Table 3 

Layer (type) Output Shape 

conv1d (Conv1D) (None, 1, 64) 

lstm (LSTM) (None, 1, 640) 

lstm 1 (LSTM) (None, 1, 576) 

lstm 2 (LSTM) (None, 1, 512) 

lstm 3 (LSTM) (None, 1, 448) 

lstm 4 (LSTM) (None, 1, 384) 

lstm 5 (LSTM) (None, 1, 320) 

lstm 6 (LSTM) (None, 1, 256) 

lstm 7 (LSTM) (None, 1, 192) 

lstm 8 (LSTM) (None, 1, 128) 

lstm 9 (LSTM) (None, 1, 64) 

lstm 10 (LSTM) (None, 64) 

dense (Dense) (None, 18) 
 
As a part of my experiments, I change the length of the input and the distance between the predicted frame and the 

last frame of data in the input to see its impact on the performance of the models. In ordinary circumstances, more input 
could have improved the accuracy of prediction because it has more information the model can rely on to predict. 
Therefore, I built up a data buffer to aid with prediction. I use this buffer to experiments the model 1, 2, 3, and 4, which 
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can now take up to five frames of data as input. Figure 2 shows my setup for a buffer, where this buffer keeps a desired 
number of frames and passes them to the model when the buffer is full each time step. The distance of the prediction is 
measured from the last frame updated in the buffer to the predicted frame, the prediction is still useful. 

 
Figure 2. Demonstration of frame buffer setup for models taking 5 frames of input. 

2.6 Method 2 - Model 1 
In model 1, I used two ConvLSTM2D layers with three filters with kernel size of (8,8) and (4,4), linked by a batch 

normalization layer each, concluded with a 2D convolutional layer with 18 filters and kernel size 3, then flattened and 
passed everything to a Dense layer. Model 1 only takes 1 frame of data as input and I have tested it with distance of 5 to 
15. Table 5 shows the proposed architecture for this model. 

Table 4 

Layer (type) Output Shape 

Input (InputLayer) (None, 1, 216, 384, 3) 

conv-lstm2d (ConvLSTM2D) (None, 1, 216, 384, 3) 

Batch-normalization (None, 1, 216, 384, 3) 

conv-lstm2d (ConvLSTM2D) (None, 216, 384, 3) 

Batch-normalization (None, 216, 384, 3) 

conv2d (Conv2D) (None, 214, 382, 18) 

flatten (Flatten) (None, 1471464) 

dense (Dense) (None, 18) 

2.7 Method 2 - Model 2 
In model 2, I used the same structure, but increased the input size to 2 frames of data. As previously stated, I have 

downsized input image for this model due to hardware limitation. Table 6 shows the proposed architecture for this 
model. 

Table 5 

Layer (type) Output Shape 

Input (InputLayer) (None, 2, 108, 192, 3) 

conv-lstm2d (ConvLSTM2D) (None, 2, 108, 192, 3) 

Batch-normalization (None, 2, 108, 192, 3) 

conv-lstm2d (ConvLSTM2D) (None, 108, 192, 3) 

Batch-normalization (None, 108, 192, 3) 

conv2d (Conv2D) (None, 106, 190, 18) 

flatten (Flatten) (None, 362520) 

dense (Dense) (None, 18) 
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3. Result 
At this point, I had completed experiments for two very different methods. Six models proposed in the previous sec-

tion were trained for distance from 5 to 15 separately. In training, all these models have reached a mean absolute error 
less than 5.In testing phase I used my test set from YouTube dataset [7]. 

I keep track of run time as I want this prediction to be meaningful, that is, the prediction should maintain a reasonable 
distance from the current. I use the mean absolute error and cosine similarity between prediction and ground truth as the 
measurements of accuracy. In the results, I am not looking for the most accurate one, but the one that has both good run 
time and accuracy. 

Table 7 

model Runtime(ms) MAE(cm) 

1-1 >2 21 – 54 

1-2 >2 18 – 62 

1-3 5(±1) 21 – 130 

1-4 5(±1) 21 – 22 

2-1 10(±0.5) 24 – 156 

2-2 5.5(±0.1) 139 – 158 
 
Among all four models taking 3D joint data as the input (digital input) in method 1, there is not a major difference in 

terms of Huber loss for various input sizes and output sizes for each model architectures. On the other hand, there are 
substantial disparities between low-complexity models, i.e. models 1 and 2 in method 1 and high-complexity models, i.e. 
models 3 and 4 in method 1 (fig. 9 and 10) in their stability on performance and run-time for varied scenarios. As it is 
observed in the results section for most of the experiments on all the models in method 1, the cosine similarity is around 
0.99. In each model, although the cosine similarity and runtime values are very close to each other, the mae and loss 
values can be slightly different. As anticipated, method 2 models have enormous computational power loads, even in a 
relatively simple structure. But with such high cost these models are performing poorly in accuracy. The reason for 
these poor run-times in method 2 is that they are processing a much bigger quantity of input data. The potential expla-
nations for such a poor performance include lack of variety in training data and/or too little data for these models to 
learn to roll out the influence of noise present in raw data. While models from method 1 are devoid of environmental 
noise, as the Xnectproject[3] has handled it. Method 2 models must learn about them in training. 

4. Conclusion 
From the result, we can conclude that for models taking 3D joints data given this small training data, LSTM layer uti-

lized in method 1 is capable to have a trust-able prediction with only 1 frame of input which also has the best run time 
overall. Yet the distance variation, from 5 frames to 15 frames, which is equivalent to clock time from 150ms to 450ms 
in time, will not influence the accuracy by large.  

For the future study, this project should expand the dataset for training to contain more varieties that matter to our 
goal, such as a larger choice of topic for observation, more variations on the actor, and more variations on camera posi-
tion. Topics of interest can include other forms of martial arts such as Muay Thai, Kickboxing, Kungfu, etc. Also, in 
future, it would be ideal to have it set up as a foundation for profiled prediction, so that we don’t need a model to learn 
everything, but rather a model to learn a relatively narrowed scenario and use it in conjunction with other models. 
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