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Abstract

License Plate Recognition (LPR) is a critical component of intelligent transporta-
tion systems, widely applied in electronic toll collection, traffic violation moni-
toring, and other fields. Traditional methods rely on manual feature extraction
E OPEN ACCESS and modular design, leading to insufficient robustness and complex processing
pipelines. This paper proposes an end-to-end LPR method based on Convolu-
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1. Introduction

With the rapid development of intelligent transportation systems, License Plate Recognition (LPR) has become a core
technology in vehicle management, security surveillance, and related domains. Traditional methods typically adopt
multi-stage processing pipelines, such as edge detection and morphological operations for plate localization, combined
with template matching or OCR techniques for character recognition. However, these approaches are sensitive to envi-
ronmental factors like lighting conditions and plate tilt, limiting their generalization capability. In recent years, deep
learning methods, particularly Convolutional Neural Networks (CNNs), have demonstrated exceptional performance in
object detection and character recognition tasks due to their powerful feature-learning capabilities.

End-to-end learning integrates detection and recognition modules into a unified framework, reducing error propaga-
tion inherent in traditional pipelines and improving overall system performance. This paper presents an end-to-end
CNN-based LPR framework that combines an enhanced detection network with sequence recognition techniques to
achieve high-precision plate localization and character recognition. Experiments confirm that the proposed method ex-
hibits strong robustness and real-time performance in complex scenarios. The contributions of this work include: (1) an



https://oajcn.damray.com/

Jian Sun

efficient integrated architecture for license plate detection and recognition; (2) an STN-based strategy for automatic tilt
correction; and (3) experimental validation and performance analysis across multiple datasets.

2. Development of License Plate Recognition Technology

The evolution of license plate recognition (LPR) technology has seen significant progress at each research stage. Early
approaches predominantly relied on traditional image processing techniques, including edge detection and morphologi-
cal operations for license plate localization. These methods identified plate regions by analyzing geometric and color
features but were susceptible to complex backgrounds and varying lighting conditions. As technology advanced, ma-
chine learning algorithms such as Support Vector Machines (SVM) and Adaboost gradually replaced conventional
methods, substantially improving detection accuracy—though challenges remained in handling deformed or multi-angle
license plates [1].

In recent years, breakthroughs in deep learning have revolutionized LPR. Convolutional Neural Networks (CNNs)
have been widely adopted for plate detection and character recognition, with researchers proposing various enhanced
architectures and training strategies to optimize system performance [2]. Deep learning-based methods have demon-
strated clear advantages, particularly in complex real-world scenarios. In the character recognition phase, traditional
template-matching approaches have been superseded by deep learning models, where specialized network structures are
designed to accurately recognize segmented character sequences [3].

To address practical challenges such as plate damage, tilt, and occlusion, researchers have developed multiple solu-
tions. For plate rectification, techniques based on Hough transform and perspective transformation effectively correct
skewed or distorted plates. Additionally, to enhance system robustness in diverse environments, data augmentation and
preprocessing strategies have been explored to adapt to varying lighting and weather conditions. Current research fo-
cuses on lightweight model design, cross-scenario generalization, and unsupervised learning techniques, laying a solid
foundation for further advancements in LPR technology.

3. Research Methodology

This study proposes an end-to-end license plate recognition system based on deep learning, integrating multiple ad-
vanced computer vision technologies to form a comprehensive solution. In the license plate detection stage, the system
employs an improved YOLOv4 network architecture as the foundational framework. By incorporating the CBAM
(Convolutional Block Attention Module) mechanism, the feature extraction process is optimized, significantly enhanc-
ing detection accuracy for small-sized license plates [4]. The network input adopts a resolution of 608 X 608 pixels, with
the Mish activation function used to strengthen nonlinear modeling capabilities. The Anchor Box dimensions are re-
clustered using the K-means++ algorithm to better adapt to the geometric characteristics of license plate targets. For
data augmentation, in addition to conventional color space transformations and random cropping, the system incorpo-
rates strategies to simulate lighting variations and motion blur, improving the model’s robustness in complex real-world
environments.

For the localized license plate regions, the system utilizes a semantic segmentation network based on an improved
UNet structure for precise plate segmentation [5]. The encoder part of the network employs depthwise separable con-
volutions to reduce computational complexity, while the decoder integrates dense skip connections to preserve mul-
ti-scale feature information. After non-maximum suppression processing, a geometry-constrained post-processing algo-
rithm corrects various deformations, including extreme cases where the tilt angle exceeds 30 degrees through an en-
hanced Radon transform. To accommodate license plate style variations across different countries, the system features a
configurable geometric correction template library that automatically adapts to rectangular, trapezoidal, and other plate
shapes.

In the character recognition stage, the system develops a hybrid recognition model combining Convolutional Recur-
rent Neural Networks (CRNN) and Transformer architectures. The model adopts ResNet34 as the backbone for feature
extraction, integrating coordinate attention mechanisms to reinforce character position information [6]. The output fea-
ture sequences are fed into a BILSTM network for temporal modeling, followed by a Transformer decoder for character
sequence prediction. To address common challenges such as character adhesion and fragmentation, the system imple-
ments a dynamic segmentation strategy that merges traditional projection-based segmentation with attention-weighted
methods. For frequently confused characters (e.g., “0” and “D,” “8” and “B”), the loss function incorporates targeted
penalty terms, while an augmented training set containing 2 million character samples is constructed to improve fi-
ne-grained recognition. The entire system achieves real-time processing at 45 fps on an NVIDIA Tesla V100 GPU,
meeting practical deployment requirements.
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4. Experiments and Results

This study conducted comprehensive experimental validation across multiple standard datasets and real-world collected
data to evaluate the proposed system’s performance. The experimental setup utilized high-performance computing in-
frastructure with dual Intel Xeon Gold 6230 processors and four NVIDIA Tesla V100 GPUs, running on an Ubuntu
18.04 operating system with CUDA 11.0 and PyTorch 1.7 framework. The evaluation employed a rigorous comparative
approach that systematically analyzed three key components of the license plate recognition pipeline. For detection, we
benchmarked our enhanced YOLOV4 architecture against conventional HOG+SVM approaches, Faster R-CNN, and the
baseline YOLOv4 model [7]. The rectification module was tested against traditional affine transformation and Hough
transform-based methods, while the recognition component was compared with established techniques including CRNN
and Attention OCR architectures. All experiments maintained consistent training-test splits to ensure fair comparisons
and reliable results.

The experimental data comprised a carefully curated combination of publicly available datasets and real-world col-
lected samples, totaling 128,000 license plate images with diverse characteristics. Public datasets including PKU,
CCPD, and AOLP provided standardized benchmarks covering various environmental conditions, while our cus-
tom-collected data from cities like Shenzhen and Beijing introduced practical real-world challenges [8]. To thoroughly
assess system robustness, we specifically constructed challenging subsets featuring difficult scenarios such as extreme
lighting conditions, adverse weather, and motion artifacts. Our evaluation metrics extended beyond conventional accu-
racy measurements to include comprehensive performance indicators like processing frame rate, false detection rates,
and character misclassification probabilities, with all results validated through rigorous cross-validation procedures.

The experimental results demonstrated significant improvements across all system components. Our enhanced detec-
tion architecture achieved 98.7% accuracy, representing a 3.2 percentage point improvement over the original YOLOv4
implementation. The geometry-aware rectification module showed particular strength in handling severely tilted plates,
with a 96.5% success rate for cases exceeding 30 degrees of rotation. In the recognition stage, the system attained
97.3% accuracy on standard test sets and maintained 93.6% performance in challenging real-world conditions, outper-
forming existing state-of-the-art methods by 2.1 percentage points. Detailed analysis revealed that the CBAM attention
mechanism contributed substantially to small plate detection, improving accuracy by 4.8%, while our dynamic anchor
box strategy reduced false positives by 2.3%. The system maintained excellent performance across international plate
formats, achieving 98.1% accuracy for Chinese plates and 95.4% for European-style elongated plates.

Real-time performance testing confirmed the system’s practical applicability, with single-image processing complet-
ed in 22 milliseconds and sustained 45fps throughput for 1080p video streams. Ablation studies quantitatively validated
the contributions of individual innovations, showing that the attention mechanisms provided a 2.7% performance boost,
the geometry constraints contributed 1.9%, and the hybrid recognition architecture delivered 3.1% improvement. Par-
ticularly noteworthy was the system’s robust performance in low-light conditions, where it maintained 91.2% recogni-
tion accuracy at 50 lux illumination, demonstrating significantly better degradation characteristics than conventional
approaches. These comprehensive experiments collectively validate the effectiveness of our proposed methods across
various operational scenarios and environmental conditions.

5. Discussion

The license plate recognition system proposed in this study has achieved significant performance improvements across
three key modules—detection, rectification, and recognition—through optimized deep learning techniques and innova-
tive designs. Based on the experimental results presented earlier, we will discuss the technical contributions, real-world
application performance, and system robustness in detail.

First, regarding technical contributions, the enhanced detection module demonstrates clear superiority. Experimental
data show that the improved YOLOV4 architecture achieves a 3.2% increase in accuracy compared to traditional meth-
ods. This improvement primarily stems from two key innovations: the CBAM attention mechanism, which significantly
enhances small object detection (contributing to a 4.8% performance gain in low-resolution scenarios), and the dynamic
anchor strategy, which effectively reduces false positives in dense environments. Notably, the system exhibits superior
stability under extreme weather conditions, validating the adaptability advantages of deep learning models in complex
real-world settings.

Second, in terms of real-world application performance, the system achieves industry-leading accuracy across multiple
metrics: 98.7% detection accuracy, 96.5% rectification success rate, and 97.3% recognition accuracy. These results un-
derscore the effectiveness of the proposed architecture. Particularly impressive is the system’s strong generalization
capability, demonstrated by its ability to handle diverse license plate formats (including Chinese characters and long
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European-style plates). Additionally, the real-time processing speed of 45 fps ensures practical usability in road sur-
veillance scenarios. The balance between precision, speed, and applicability makes this system viable for real-world
deployment.

Finally, concerning system robustness, experimental findings reveal several critical insights. In low-light conditions
(50 lux illumination), the system maintains a 91.2% recognition accuracy, making it highly suitable for nighttime mon-
itoring applications. Cross-dataset validation confirms its adaptability to data variations caused by different capture de-
vices and environmental conditions. However, performance degradation (85.7% accuracy) in high-speed motion sce-
narios suggests room for improvement in temporal information utilization, pointing to a potential direction for future
research.

In summary, the experimental results not only validate the effectiveness of the proposed method but also provide new
insights for advancing license plate recognition technology in intelligent transportation systems. The system achieves an
optimal balance between accuracy, speed, and robustness, while its modular design offers a reference framework for
subsequent research. Future work could focus on optimizing extreme-condition performance and developing light-
er-weight models to expand its application scope.

6. Conclusion

This paper proposes an end-to-end CNN-based LPR method that significantly improves recognition accuracy and effi-
ciency through joint optimization of detection and recognition tasks. Experimental results demonstrate that the method
maintains high recognition rates under challenging conditions (e.g., low light, occlusion, tilt) and outperforms tradition-
al approaches and certain deep learning models. Future work may explore multi-task learning (e.g., simultaneous vehi-
cle model and color recognition) and lightweight model deployment for edge computing devices. Additionally, incor-
porating self-supervised learning to reduce reliance on annotated data presents a promising research direction. This
study offers a novel technical reference for LPR in intelligent transportation systems, with broad application prospects.
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